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Chapter 1

Introduction

1.1 Describing an image

Whenever you look at an image, you cannot help but interpret it. Take, for example, the image
in Figure 1.1. If I asked you to describe this image, you might provide one of the following
descriptions:1

• A man in a yellow waterproof jacket and his companion are on a boat in the open water.
• Two men, one in a yellow jacket and the other in a blue sweater, are on a boat.
• Two dark-haired men are sailing a fishing boat.

Figure 1.1 Picture from the Flickr30K dataset (Young et al., 2014), taken by Phillip Capper (CC-BY).

You may also have another description in mind, but it is very likely that your description
will at least contain a reference to the two men, and the boat they are on. Somehow, this
information is important for us to mention about the image (unlike the mast and the rope in
the foreground). Moreover, both men are in the middle of the image, with the man on the left
wearing a bright yellow coat. This makes them visually salient (i.e. they draw visual attention).

You may also have thought that perhaps the two men are related (e.g. father and son), even
though we cannot be sure that this is true. Somehow, this information is relevant enough to
consider. Finally, there may be di�erences between your description and the ones printed
above. This shows us that image description is not a deterministic process; there may be
several di�erent ways to describe an image. What kind of description you eventually provide
is a result of contextual factors and personal preference.

1.2 Automatic image description

What if we could make a system that could understand images and describe them for us using
natural language? Such technology would surely be helpful for people to index and search the

1These examples are taken from a dataset of described images; the Flickr30K corpus (Young et al., 2014).
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2 Chapter 1 Introduction

pictures on their computer or smart phone. Moreover, it would help visually impaired people
to navigate their environment, both online and o�ine. This prospect has drawn researchers
from the Computer Vision and Natural Language Processing fields to work together on the
shared task of automatic image description (Bernardi et al., 2016). Tasks such as these cannot
exist without data. Machine learning researchers need data to train their systems, showing the
systems what they are supposed to do, and they need data to evaluate whether their system
actually achieves that goal. This thesis is about that data. We will be studying how people
describe everyday images, and what are the challenges for machines to do the same. We will
also look at which properties of human-generated descriptions are desirable or undesirable for
systems to reproduce.

1.3 Defining image descriptions

Hodosh et al. (2013, p. 857) distinguish three kinds of image descriptions, arguing that
automatic image description systems should focus on generating conceptual descriptions:

Conceptual descriptions “identify what is depicted in the image, and while they may be
abstract (e.g., concerning the mood a picture may convey), image understanding is mostly
interested in concrete descriptions of the depicted scene and entities, their attributes and
relations, as well as the events they participate in.”

Non-visual descriptions “provide additional background information that cannot be obtained
from the image alone, e.g. about the situation, time or location in which the image was taken.”

Perceptual descriptions “capture low-level visual properties of images (e.g., whether it is a
photograph or a drawing, or what colors or shapes dominate).”

These levels are based on earlier work by Panofsky (1939) and Shatford (1986), which I
will discuss in Section 2.2. Non-visual descriptions occur in newspapers, for example, where
they relate images to the contents of the article they belong to. As a matter of terminology,
we will refer to this kind of descriptions as captions, and reserve the term description for
conceptual descriptions, unless indicated otherwise.

1.4 Image description data

The data that we will look at was collected by image description researchers in a series of
crowdsourcing tasks.2 In these tasks, the crowd workers were presented with a small set of
images, and asked to provide a ‘short-but-complete’ description for each of the images. The
result of their e�orts is a huge collection of image description data; the Flickr30K corpus
(Young et al., 2014) consists of over 30 000 images with 5 descriptions per image, while the
MS COCO dataset (Lin et al., 2014) contains over 160 000 images with 5 descriptions per
image. We have already seen an example image with descriptions from the Flickr30K dataset
at the beginning of this chapter. This data provides us with the opportunity to study human
image description behavior at a much larger scale than is typical for linguistics or psychology
studies. For example, Marszalek et al. (2011) found that the median sample size for psychology
experiments between 1977 and 2006 is between 32 and 60 participants.

2Crowdsourcing tasks are small jobs (e.g. surveys, annotation tasks) that are outsourced to online crowd workers,
through services like Mechanical Turk, Prolific, and Crowdflower. See Quinn and Bederson 2011; Wortman Vaughan
2018 for an introduction and survey of commonly used methods.
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While there are some surveys providing an overview of di�erent image description datasets
(e.g. Ferraro et al. 2015b; Bernardi et al. 2016), there have been no studies to catalog the
linguistic properties of image descriptions, and the implications of those properties for image
description systems. This thesis aims to fill that gap.

1.5 A model of the image description process

One of the assumptions behind these datasets is that they provide objective image descriptions:
“By asking people to describe the people, objects, scenes and activities that are shown in a
picture without giving them any further information about the context in which the picture was
taken, we were able to obtain conceptual descriptions that focus only on the information that can
be obtained from the image alone.” (Hodosh et al., 2013, p. 859)

The assumption of neutrality is a useful simplification: if it is more or less correct that
similar images will have similar descriptions (that are not influenced by any external factors),
then we can try to learn a mapping between images and descriptions. When we inspect the
descriptions, however, we find that humans do not always produce objective descriptions.
Rather, they frequently speculate (e.g. about relations between people in the images), or use
judgmental language (e.g. regarding physical attractiveness). Figure 1.2 provides two examples.
For the picture on the left, one crowd-worker for the Flickr30K dataset assumed that the image
depicts a mother and a daughter, even though the image does not provide any hints as to how
the two women are related. For the picture on the right, two crowd-workers commented on
the looks of the woman in the image, even though attractiveness is highly subjective (and it is
unclear why it would be relevant to mention in a general description of an image).

“Mother and daughter wearing Alice in
wonderland customs are posing for a picture.”

1. “A pretty young woman wearing a blue ru�ed
shirt smelling a pretty red flower.”

2. “Attractive young woman takes a moment to stop
and smell the flower.”

3. “A young woman outside , smelling a red flower
and smiling.”

Figure 1.2 Pictures by kievcaira (CC BY-NC-ND) and antoniopringles (CC BY-NC-SA) on Flickr.com,
with descriptions from the Flickr30K dataset (Young et al., 2014).

We may also note that there is a high degree of variation in the image descriptions. Indeed,
Vedantam et al. (2015) found that we may collect 50 descriptions for a given image and still
find meaningful variation. These findings suggest that interpretation of the image plays a big
role in image description. Even when people are asked not to speculate about an image, they
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cannot help but (re-)contextualize it before providing a description. And because people may
di�er in their backgrounds, their interpretation may also di�er. As a result, their descriptions
may also end up capturing di�erent aspects of the image. Figure 1.3 provides an illustration of
this process.3

Task context

�

(Unknown)
Original context

E

. . . � . . .
Inferred context

Description

World knowledge
Expectations

Language

Figure 1.3 Conceptual model of description generation, modified from (van Miltenburg, 2017). Note
that the original context is likely to be di�erent from the context inferred by the subject.

In Figure 1.3, an image is taken out of context and presented to an actor who is asked to
describe this image. To provide a meaningful description, the actor first has to understand
what the image is about. For this, they need to rely on their world knowledge to identify the
individual components of the image, and reason about what is going on. While doing so, they
might fall back on their past experiences and see whether there is anything unusual about
the image. This leads to a particular interpretation of the image that they have to capture in
their description. Additionally, their description is limited to the vocabulary and grammatical
constructions a�orded by their language.

1.6 Image description systems and the semantic gap

As noted above, the image descriptions from Flickr30K and MS COCO are commonly used to
train and evaluate automatic image description systems. The idea is that we can present these
systems with example input (the images) and example output (the descriptions), and let them
figure out how to create a mapping from visual features to sequences of words. One example
of this is the system presented by Vinyals et al. (2015). I will only provide a short description
of this system here, but Chapter 6 provides a more in-depth discussion of how current image
description systems work.

Vinyals et al.’s system uses the pre-trained convolutional neural network (CNN) model
from Io�e and Szegedy (2015) to extract visual features from images (so that it doesn’t need
to learn a mapping from raw images to descriptions). Given those features, it tries to predict
what are the most probable descriptions for the provided images. This simple set-up works

3This figure is similar to Ogden and Richards’ (1923) triangle of reference (also known as the semantic triangle),
in which an interpreter perceives a sign and tries to determine its referent (the meaning of the sign).
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surprisingly well. It produces fluent descriptions that often seem to capture the contents of the
images in the dataset. At the same time, it also makes surprising mistakes that no human would
make. Figure 1.4 provides two examples. For the image on the left, the system accurately
describes the man holding a tennis racket on a tennis court. But for the image on the right, the
system produces a completely inaccurate description.

Accurate

Human A man with a tennis racket gets ready to
swing his racket.
System A man holding a tennis racquet on a ten-
nis court.

Inaccurate

Human A woman is stooped beside a fence,
watching a polar bear.
System A couple of gira�e standing next to each
other.

Figure 1.4 Accurate and inaccurate descriptions generated by Vinyals et al.’s (2015) system for images
from the MS COCO dataset. Pictures taken by Spy�e (CC BY) and Ucumari (CC BY-NC-ND) on
Flickr.com. Descriptions from http://nic.droppages.com

There are two important observations we can make about systems like these:

1. Implicit standards. There is no real standard in the image description literature for what
an image description should look like, except the implicit standard that systems should
try to make their descriptions as similar to human descriptions as possible. The tacit
assumption here is that humans display exemplary behavior. As we will see in Chapter 2,
this is not always the case.

2. Naive solution. The system does not use any external resources to reason about the
provided images. There are no knowledge bases, ontologies, or reasoning systems involved
in the image description process. Rather, the system just provides an end-to-end solution
from images to descriptions. If Figure 1.3 provides an accurate model of the human image
description process, then we may expect that systems like the one provided by Vinyals
et al. (2015) will not be able to fully provide human-like image descriptions, because they
lack the requisite resources.

It should be noted that the goal of automatic image description is not to model the human
cognitive process. Automatic image description is an engineering challenge. If we are able to
build a system that generates human-like descriptions while being cognitively implausible,
that is completely fine. However, I will argue in this thesis that human-generated descriptions
require more than just identifying visual features and mapping them to sequences of words;
interpretation and contextualization are essential to produce human-like descriptions. There
are two possible ways to resolve this issue: either we should (1) build more advanced image

http://nic.droppages.com
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description systems, or we should (2) change the (currently implicit) goal of trying to match
human descriptions as closely as possible, and formulate a more restrictive standard for what
image descriptions should look like.

1.6.1 The semantic gap

In the context of comparing human and machine performance, the di�erence between humans
and machines is often referred to as the semantic gap. This term comes from the image retrieval
literature, where it refers to the gap between machine understanding and human understanding
of the content of an image. Smeulders et al. (2000) define the semantic gap as “the lack
of coincidence between the information that one can extract from the visual data and the
interpretation that the same data have for a user in a given situation” (p. 1353). Figure 1.5
provides an illustration, showing a scale from no understanding to full understanding of an
image.4 Machine understanding of images lags behind human understanding, and the space
between the two is the semantic gap.

No understanding Full understanding

Machine understanding Human understanding

Semantic gap

Figure 1.5 Visualization of the ‘semantic gap.’

Hare et al. (2006) propose to consider the semantic gap in terms of five di�erent levels of
interpretation, illustrated in Figure 1.6. This proposal follows a long tradition in art history
and information science, that I will discuss in the next chapter (§2.2). Hare et al. suggest to
think of the semantic gap as consisting of two major gaps: (1) between image descriptors and
object labels, and (2) between object labels and the full semantics of the image.

Raw media: images
Descriptors: feature vectors
Objects: prototypical combinations of descriptors
Object labels: symbolic names of objects
Semantics: object relationships and more

Gap 1

Gap 2

Figure 1.6 Hare’s (2006) characterization of the semantic gap.

Hare’s proposal predates the ‘deep learning revolution’ around 2012-2013 when end-to-end
image recognition systems became mainstream research.5 End-to-end systems are trained by

4Prior to their discussion of the semantic gap, Smeulders et al. also note that 2D-images may only o�er us a
limited understanding of the 3D-scene from which they are derived. They refer to di�erence between the actual scene
and our understanding of an image (a mere recording of that scene) as the sensory gap. I will focus mainly on the
semantic gap.

52012 is the year when team SuperVision won the ImageNet Large-Scale Visual Recognition Challenge, using a
deep convolutional neural network, trained using a GPU (Graphics Processing Unit), which enabled them to train
their model much faster than with a regular CPU (Krizhevsky et al., 2012). The year after, the majority of the entries
used a similar approach (Russakovsky et al., 2015).
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providing them with labeled data, and letting the system figure out relevant features to predict
the right labels from the raw data. Before such systems came around, a large part of computer
vision research focused on developing better descriptors. Descriptors are engineered feature
vectors that provide low-level information about the contents of an image; examples are SIFT
(Lowe, 1999) and SURF (Bay et al., 2006). We can use those descriptors to locate objects in an
image, and when we have a reliable way to do this, we can try to assign labels to those objects.
Each step in Figure 1.6 corresponds to a module in the classic computer vision pipeline.

Even though the classic computer vision pipeline has at least in part been superseded
by newer technology, Hare’s proposal is still relevant today, as it relates to di�erent levels
of understanding an image. Hare et al. note that we may want to approach the two gaps in
di�erent ways. For the first gap, we may opt for a bottom-up approach: collect a large dataset
of labeled images and try to learn a mapping between images (or features extracted from those
images) and object labels. This approach is exemplified by the ImageNet Large-Scale Visual
Recognition Challenge (Russakovsky et al., 2015), where systems need to predict labels for
unseen images, based on training data from ImageNet, a large collection of labeled images
(Deng et al., 2009). This gives us a basic understanding of the entities that are depicted in the
image, but not how they relate to each other.

For the second gap, Hare et al. propose a top-down approach using ontology-based
reasoning to determine how di�erent objects in an image may be related. But at the moment,
we mostly see researchers taking the same kind of bottom-up approach for descriptions as they
do for image labeling (Bernardi et al., 2016). This thesis argues that the bottom-up approach
can only achieve limited success if the goal is to generate human-like image descriptions. I
will show that humans often take a top-down, knowledge-rich approach to describe images,
reasoning about the images that are presented to them, and using information that is external
to the images themselves.

1.6.2 The pragmatic gap

The semantic gap has been defined by Smeulders et al. (2000) and Hare et al. (2006) in terms of
image understanding: identifying the components of an image and how they relate to each other.
The goal is to understand the semantics of an image (what the image denotes, in Barthes’s
(1978) terminology). One important di�erence between image description and full image
understanding is that people are usually not exhaustive in their descriptions, simply because
they consider some parts to be irrelevant to report. This does not mean that image description
is easier than identifying all the contents of an image. Rather, image description comes with the
additional challenge of identifying which parts of the image are actually relevant to mention.
This behavior does not fit into earlier characterizations of the semantic gap, because it goes
beyond the level of semantics. For image description, we need to modify Hare et al.’s (2006)
proposal as in Figure 1.7 to add an additional, pragmatic level.

In its broadest sense, pragmatics is the study of language use (Levinson, 1983). This thesis
views image description as a reasoning process, where the speaker/writer makes choices about
what to report about an image, and how to report it. During this process, the speaker/writer
considers several di�erent factors that might a�ect how they would describe a particular image.
For example: Who is their interlocutor? What is the purpose of the description? Is there
anything unusual or unexpected about the image? Is that information relevant? And so on.
This thesis highlights the role of those pragmatic factors in image description.
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Image

Objects Scene . . .

Semantics

Pragmatics

1. What are the observable parts or aspects?

2. How do the parts or aspects relate to each other?

3. What do we report, and how do we report it?

Figure 1.7 Update to Hare et al.’s (2006) proposal, including a pragmatic level.

1.7 Research questions

This thesis aims to deepen our understanding of the semantic gap between humans and
automatic image description systems. I will answer the following question:

Main question To what extent are automatic image description systems able to generate
human-like descriptions? This question can be split into three separate research questions:

Research Question 1 How can we characterize human image descriptions? Specifically, what
does the image description process look like, what do people choose to describe, to what extent
do they di�er in how they describe the same images, and how objective are their descriptions?

Research Question 2 How can we characterize automatic image descriptions? Specifically,
what does the image description process look like, how accurate are the automatically generated
descriptions, and are they as diverse as human-generated descriptions?

Research Question 3 Should we even want to mimic humans in all respects? Specifically,
are all examples in current image description datasets suitable to be generated by automatic
image description systems? If not, what kinds of examples should we avoid?

To understand the semantic gap between humans and machines in automatic image de-
scription, we first need to understand what it is that people do. Then, when we have established
the properties of human image descriptions, we can discuss which of those properties would
actually be desirable for automatically generated image descriptions. With those goals in
mind, we can start to look at the performance of automatic image description systems and see
how they measure up. An important part of this process is to design automated metrics, that
give us an objective measure of performance, which may be used to indicate progress in the
development of better systems.

When we know how people describe images, we can also ask ourselves: to what extent
do we want automatic image description systems to behave similarly? Perhaps there are also
some undesirable features of human image descriptions that we should avoid. Furthermore,
there may be features of human descriptions that are computationally expensive, but do not
add much to the quality of the descriptions. For such features we may wonder whether they
are worth the e�ort.

The body of this thesis consists of two parts, corresponding to the first two research
questions. I will not address the third research question in the body of this thesis, but we will
come back to it in the conclusion.
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1.7.1 Characterizing human image descriptions

Part 1 of this thesis, titled Humans and images, focuses on the way people describe images. The
main objective of this part is to highlight the richness and the subjectivity of human-generated
image descriptions. Rich, in the sense that human language o�ers a virtually infinite set of
di�erent ways to describe an image. Subjective, in the sense that people will use their own
knowledge and expectations to choose from all of those options how an image should be
described. Research Question 1 is divided into five sub-questions:

How do people vary in their descriptions? We have already noted that di�erent people may
provide di�erent descriptions for the same images. But we don’t know the extent of this
variation, and whether there may still be general tendencies in the data. We will explore this
sub-question in Chapter 2, which provides an overview of di�erent linguistic phenomena that
we may observe in image descriptions. We will look at the di�erent kinds of labels that may
be used to refer to other people; the use of negations; and stereotyping and bias in image
descriptions.

How objective are those image descriptions? We have also noted that people do not always
produce objective descriptions. Our model in Figure 1.3 also suggests that di�erences in
knowledge, expectations, or language may lead to di�erences in the descriptions that people
produce. We will also explore this sub-question in Chapter 2, where I argue that image
descriptions are hardly objective at all.

Do image descriptions show similar variation across di�erent languages? We will
initially only look at English image descriptions, to establish a set of linguistic phenomena
that we will look at throughout this thesis. Chapter 3 discusses cross-linguistic di�erences
and similarities in image descriptions. We will see that Dutch, English, and German image
descriptions all contain the di�erent kinds of subjective language from Chapter 2. At the same
time, we will also see how cultural di�erences lead to di�erences in the descriptions.

What does the image description process look like? Most image description datasets con-
sist of images paired with static descriptions. From this data, we cannot tell how those
descriptions came about. If we want to learn more about this process, we need to record it
from start to finish. Chapter 4 presents a dataset that contains this kind of dynamic data: the
Dutch Image Description and Eye-tracking Corpus (DIDEC). This dataset contains spoken
image descriptions along with eye-tracking data showing where participants are looking as
they produce descriptions.

How does the format of the human task a�ect the resulting descriptions? The problem
with crowdsourcing in Machine Learning is that it is typically seen as a process of ‘data
collection’ rather than as an experiment that ought to be controlled. In Chapter 5, I argue in
favor of the latter view, and show how the format of the image description task may a�ect the
resulting descriptions. As an example, I will focus on the di�erences between spoken and
written elicitation tasks.

1.7.2 Characterizing automatic image descriptions

Part 2, titled Machines and images, focuses on automatic image description systems. The main
objective of this part is to provide a detailed analysis of current image description technology,
and to show its limitations. Research question 2 is divided into the following subquestions:
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How do automatic image description systems work? The first half of Chapter 6 (until Sec-
tion 6.7) gives a short introduction to automatic image description systems. Readers experi-
enced with natural language generation and deep learning may skip this part, as I will not
present any new findings.

What is the quality of current automatic image description technology? The second half
of Chapter 6 (Section 6.7 onwards) gives an overview of current evaluation methods, and
provides a detailed error analysis of several di�erent automatic image description systems,
showing the limitations of current technology.

Do automatic image descriptions display a similar amount of variation? Having seen in
Chapter 2 that humans display a high degree of variation in their descriptions, we may ask
ourselves: how do automatic image descriptions compare? Chapter 7 looks at the diversity
of automatically generated image descriptions. I provide an overview of existing diversity
metrics, and propose several new metrics to assess the diversity of generated descriptions.

1.8 Methodology

This work relies on two types of methodology: corpus analysis and computational modeling.

1.8.1 Corpus analysis

Corpus analysis is fundamental to understand the image description task: if we don’t know
what the descriptions look like, we don’t understand what it is that image description systems
are modeling. Thus, our first task is to inspect the image descriptions, and identify linguistic
phenomena that inform us about the image description process. These phenomena are found
by manually inspecting the corpus. There are four kinds of arguments that we may use:

Existence If we find any amount of evidence that some linguistic phenomenon exists in the
data, then we must conclude that any complete solution to the problem of automatic image
description should be able to produce this phenomenon. This argument may be strengthened
by frequency or cross-linguistic evidence.

Frequency If a linguistic phenomenon frequently occurs, then this is a sign of robustness: this
is a feature that is systematically included in the descriptions, and thus enjoys some importance.
We should expect automatic image description systems to be able to display this phenomenon.

Cross-linguistic evidence If a linguistic phenomenon occurs in image descriptions across
di�erent languages, then this is another sign of robustness; apparently this feature is important
enough that speakers of di�erent languages include it in their descriptions.

Systematicity If we systematically find the same linguistic phenomenon across di�erent
images sharing a particular property, then we may conclude that novel images with the same
property should also elicit this phenomenon.

This dissertation frames crowdsourcing tasks to collect image descriptions as large-scale
experiments, with crowd workers as the participants. This is helpful because it reminds us
of (1) the role that participants have in the outcome of the experiment; (2) the potential to
manipulate the task and influence the results; and (3) the need to control the experiment, to
check for variables influencing the descriptions.
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Corpus analysis is like a post-hoc analysis of experimental results; we observe linguistic
phenomena in the data, and provide plausible explanations as to what caused the participants
to describe the images in such-and-such a way. After the analysis, these explanations have the
status of hypotheses: they are congruent with the data, but remain untested. New data needs
to be collected to prove or refute them. In our case, we look at Dutch and German data to
show that phenomena observed for English image descriptions also occur in other languages.
Another role for corpus analysis is that it can be used to identify desirable or undesirable
linguistic phenomena. Having observed these phenomena in the data, we can decide to alter the
image description task in such a way that the participants are more (or less) likely to produce
these (un)desirable phenomena.

1.8.2 Computational modeling

This thesis aims to see what is the di�erence between human-generated and automatically
generated image descriptions. I use two di�erent approaches for this:

Error analysis Analyze whether the output of an image description system is correct or
incorrect, and categorize the mistakes. I will not look at adequacy, i.e. whether the descriptions
are suited for any particular purpose.

Quantify behavior Determine interesting linguistic properties that might di�er between
human- and machine-generated descriptions, and develop automated metrics that capture those
properties. This enables us to compare di�erent systems without manually having to annotate
their output.

The overall result of this is an overview of where we stand in terms of developing image
description systems that can produce human-like output, and what it takes to close the semantic
gap. Future research may build on these results using another computational approach:

Manipulate the model Take a basic model and add di�erent modules that may help the model
generate di�erent kinds of output. Compare the results for di�erent combinations of modules.

1.9 Contributions of this thesis

The field of automatic image description is still early in its development and, as such, there are
no clear norms for how images should be described. Moreover, the current image description
literature does not o�er any framework for understanding the contents and diversity of human-
generated descriptions. This thesis frames the image description task as a linguistic experiment
(rather than an objective data collection procedure). I show how image descriptions may be
influenced by the image description task, and provide an overview of the characteristics of
human-generated image descriptions. By collecting real-time image description behavior, this
thesis also o�ers insight in the image description process. Taken together, this thesis shows that
current image description datasets are highly subjective and diverse, and that this subjectivity
and diversity may be explained in terms of the model shown in Figure 1.3; the decontextualized
images from the canonical image description task are re-interpreted from the perspective of
the participants of the task, before they describe the images in their own words (relying on
their world knowledge, general expectations, and linguistic knowledge). Furthermore, I show
that this does not just hold for English, but also for Dutch and German descriptions.

Having seen how humans describe images, I analyze how automatic image description
systems perform the same task. This thesis provides a summary of current research, and
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assesses the quality of machine-generated descriptions. Looking at system output, this thesis
shows that the vast majority of automatically generated descriptions contains at least one error.
Furthermore, the descriptions are bland and generic. This genericity has been noted before,
but little work has been done to quantify the (lack of) diversity of automatic image descriptions.
I present di�erent ways to measure diversity in image description data, and show how current
image description systems still have plenty of room for improvement.

Datasets and Software

During this research, I published the following datasets:

The VU sound corpus is a collection of sounds from the Freesound database (Font et al.,
2013), crowd-annotated with keywords (van Miltenburg et al., 2016b).

Dutch image descriptions for the Flickr30K validation and test sets (1014 + 1000 images)
with 5 descriptions per image (van Miltenburg et al., 2017).

Dutch Image Description and Eye-tracking Corpus (DIDEC) for 307 images taken from
MS COCO, with 16-17 descriptions per image (van Miltenburg et al., 2018a).

I also developed several annotation and inspection tools, both for these datasets and for the
Flickr30K corpus. These are described in appendix A.

Publications

This dissertation is based on the research described in the following publications:

Alessandro Lopopolo and Emiel van Miltenburg. 2015. Sound-based distributional models. In Proceed-
ings of the 11th International Conference on Computational Semantics. Association for Computa-
tional Linguistics, London, UK, pages 70–75

Emiel van Miltenburg. 2016. Stereotyping and bias in the flickr30k dataset. In Jens Edlund, Dirk Heylen,
and Patrizia Paggio, editors, Proceedings of Multimodal Corpora: Computer vision and language
processing (MMC 2016). pages 1–4

Emiel van Miltenburg, Roser Morante, and Desmond Elliott. 2016a. Pragmatic factors in image de-
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